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Abstract

New information services begin without a record that teaches customers how to interpret
them. We study a two-period monopoly selling standardized forecasts whose committed
scoring technology combines noisy evidence with a persistent, initially unknown calibration.
More evidence improves a forecast’s current decision value but makes the source’s calibration
harder to learn. The first forecast is released publicly only after its immediate use expires,
so it builds a common decoder for the next forecast. For an arbitrary stakes distribution,
monopoly pricing uses the same static cutoff in both periods. Provider patience lowers
initial evidence intensity; with identical technologies and a binary format menu, transparent
conditions generate an endogenous low-evidence first forecast followed by a high-evidence
second forecast. A constrained planner switches later because monopoly undercaptures
the return to costly evidence. A calibration audit eliminates the accuracy–interpretability
trade-off, but the provider may not adopt it even when adoption is socially valuable. The
mechanism requires neither distorted reporting nor confirmation preferences: the strategic
choice is the auditable evidence input to a mechanically generated score.

Keywords: information provision; forecasting services; source learning; evidence quality;
dynamic pricing; calibration audits.
JEL classification: D82; D83; L12; L15.

1 Introduction
The first output of an unfamiliar information service has two jobs. It helps a client make a
current decision, and it begins to teach the client how to read the service. A forecast, rating,
analyst score, or expert recommendation reflects both the evidence available for the present
problem and a stable feature of the source: its calibration, methodological prior, or characteristic
way of aggregating evidence. A record of outputs makes that source easier to interpret. A new
source has no such record.

This observation creates a product-design tension. An evidence-intensive forecast is more
informative about today’s state. Yet because it closely follows current evidence, it reveals
relatively little about the source’s persistent calibration. An integrated judgment based on
weaker evidence is less useful today but more diagnostic of how the source interprets information.
Current accuracy and the production of a future decoder can therefore be substitutes.

We study this trade-off in a two-period market for standardized forecasts. A monopoly
operates a committed scoring technology with a persistent calibration component that neither
the firm nor its customers can separately observe. The firm chooses an auditable evidence
input and a price. The technology then mechanically combines the evidence with its embedded
calibration and produces one standardized score. The score is sold while its associated decision
is live and enters a public archive only after that decision expires. The state itself is not revealed
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before the next sale. Hence the first score no longer has current use value when it becomes
public, but it teaches all prospective customers how to interpret the source’s second score.

The institutional timing is important. The firm does not know a scalar calibration that
it could announce through cheap talk or signal through its price. Nor can it alter the score
after seeing the evidence. A verified decoder instead requires an external calibration exercise
based on benchmark cases or privileged outcome data. This distinction fits a new forecasting or
scoring service whose evidentiary protocol can be audited even though the stable behavior of its
sealed model or expert team must be estimated from outputs. It does not fit an unrestricted
media outlet that knows its own bias and can costlessly send auxiliary messages. We state this
boundary rather than selecting an opaque equilibrium from a disclosure game.

Our first result derives the information technology. Higher evidence precision strictly raises
the current value of a score. At the same time, it lowers the weight placed on the source’s
calibration and strictly slows learning about that calibration. This accuracy–interpretability
trade-off is a specialization of the unknown- perspectives logic in Sethi and Yildiz (2016). We
take that epistemic mechanism as given and ask how a paid information provider chooses the
rate at which customers learn its perspective.

Our second result separates pricing from quality. Customers have heterogeneous stakes
distributed according to an arbitrary continuous CDF. Because the first score becomes public
only after its current value expires, buying it does not determine access to the future decoder.
At each date the monopoly therefore uses the static monopoly cutoff. The subscriber share is
unchanged across dates, while the initial and second-period prices move with the corresponding
information values. An appendix shows a stronger result: even if only first-period subscribers
learn the decoder, the same cutoff remains optimal and there is no penetration pricing. Thus
the absence of introductory market expansion is not an artifact of uniform demand.

Our third result makes the sequence endogenous. The provider chooses evidence in both
periods. Greater patience lowers the first-period choice because low evidence produces a more
informative source history. With identical feasible sets and costs across dates, increasing
differences between familiarity and evidence give a continuous- choice region in which the first
forecast uses strictly less evidence than the second. For a binary menu the condition is especially
transparent, and the numerical example generates a low-evidence first score and a high-evidence
second score without assuming that the later product is intrinsically more evidence intensive.

Our fourth result concerns policy. A planner who regulates evidence quality but leaves
monopoly access in place values the information received by inframarginal customers, whereas
the provider captures monopoly revenue. When high evidence is more costly, the provider
moves to low-evidence onboarding at a lower patience threshold than the planner. A minimum
evidentiary-input standard is consequently useful only for an intermediate range of patience. At
higher patience, the same standard destroys useful investment in source interpretability.

A calibration audit targets the friction more directly. A perfect audit reveals the decoder,
removes the learning return to low evidence, and can induce the high-evidence format. We
endogenize adoption at real cost K. The provider’s adoption ceiling is strictly below the
constrained social ceiling because it captures only monopoly revenue rather than total subscriber
value. This produces a sharp region in which a subsidy or mandate for calibration is justified.
Unlike a generic claim that certification is a Blackwell improvement, the result explains why a
profitable information provider may fail to purchase a socially valuable decoder.

The paper connects three literatures. First, Sethi and Yildiz (2016) show how opinions
reveal unknown perspectives and make familiar sources easier to understand. Our contribution
is supply-side: a seller chooses current evidence knowing that it changes the public’s future
decoder. Second, dynamic media models show that commercial sources may suppress information
to preserve future consultation or reputation (Gentzkow and Shapiro, 2006; Kawamura and
Le Quement, 2023; Panova, 2026). Our reports are not strategically distorted. Lower current
information arises because the firm chooses the input to a committed aggregation rule, and the
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future payoff comes from learning a stable calibration rather than preserving uncertainty about
the state or appearing competent.

Third, information suppliers may choose accuracy, clarity, and differentiation (Galperti and
Trevino, 2020; Jann and Schottmüller, 2026). In those papers clarity is a contemporaneous
communication property or lower accuracy differentiates competing outlets. Here interpretability
is an intertemporal stock created by observing one source, and the force arises under monopoly.
The experience-good literature studies pricing when use reveals product quality or match value
(Shapiro, 1983; Goering, 1986; Bergemann and Välimäki, 2006; Bonatti, 2011); by contrast, use
here reveals how to decode the producer, and the producer chooses current evidence to affect
that learning. Campbell (2015) studies information pricing when use creates a decaying public
understanding of an information source. Our public history instead creates a source-specific
decoder, and its informational content is chosen by the seller.

Section 2 presents the institution and timing. Section 3 derives the information trade-
off. Section 4 solves pricing. Section 5 establishes endogenous sequencing. Section 6 studies
evidence standards and calibration audits. Section 7 discusses predictions and scope. Proofs
and robustness results are in the Appendix.

2 A market for standardized forecasts

2.1 Customers and decisions

There are two dates, t ∈ {1, 2}, a monopolistic forecasting service, and a unit mass of customers.
At each date the payoff-relevant state is independently drawn,

θt ∼ N(0, 1). (2.1)

Customer i chooses an action ait ∈ R and receives gross payoff

−γi(ait − θt)2. (2.2)

The stakes parameter γi has continuous CDF F on [0, γ̄], with survival function S(γ) = 1 − F (γ).
Types remain fixed across dates. The value of a forecast is therefore γi times the reduction in
posterior variance of the state.

For a product with unit-stakes value z, write

M := max
c∈[0,γ̄]

cS(c), (2.3)

and assume that the maximizing cutoff c∗ is unique and interior. The uniform benchmark
F (γ) = γ on [0, 1] gives c∗ = 1/2 and M = 1/4.

2.2 A committed forecasting technology

The service operates a stable forecasting engine. Its calibration component b is drawn once,

b ∼ N(µ, η−1), η > 0, (2.4)

and persists across the two states. It is an embedded fixed effect of a sealed model, rating
protocol, or expert team. Neither the commercial firm nor customers observe b as a separately
communicable scalar. They share the prior in (2.4) and infer the calibration statistically from
scores.

At date t, the firm chooses evidence precision qt from a compact interval Q = [q, q] ⊂ (0, ∞).
The engine receives

st = θt + εt, εt ∼ N(0, q−1
t ), (2.5)
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with independent errors, and mechanically produces the standardized score

mt = b + qtst

1 + qt
. (2.6)

The mapping is a committed production technology, not a message chosen after (b, st) is observed.
Evidence precision is publicly auditable: it represents an input such as sample size, validation
protocol, research budget, or forecast-resolution requirement. Producing a score of precision
q costs C(q) ≥ 0, where C is continuous; additional regularity is imposed only where needed.
Distribution has zero marginal cost.

The source can be understood as a Bayesian aggregation rule whose embedded prior mean
is b, but no strategic actor can announce that mean. An attestation can verify that the fixed
engine and the chosen evidence protocol generated the contracted score without converting its
latent calibration into a public decoder. Section 6.2 introduces a separate calibration technology
that does exactly that at real cost.

2.3 Timing and public history

The timing is as follows.
1. The firm publicly chooses q1 and price p1. Customers decide whether to buy before (θ1, s1, m1)

are realized. Buyers observe m1 and choose their posterior-mean actions.

2. After the first decision has expired, m1 enters a public archive. The state, the engine’s raw
evidence, and any informative payoff feedback remain unobserved before date 2. Thus the
score has no remaining use for the first state but becomes public evidence about the source’s
calibration.

3. Given the public history, the firm chooses q2 and p2. Customers decide whether to buy the
second score before (θ2, s2, m2) are realized. The engine produces m2, buyers observe it, and
act.
The firm discounts date 2 by β ∈ [0, 1] and maximizes discounted subscription revenue net of

real production costs. At every strategic decision, the firm and customers share the same public
information. In particular, prices and quality cannot signal a privately known b or a privately
observed first report. A subgame-perfect equilibrium therefore specifies the firm’s quality and
price choices and customers’ purchase and action decisions at each public history.

The realization of m1 changes the posterior mean of b but not its posterior precision. Quadratic
decision value and optimized revenue are translation invariant in that mean. Consequently,
although date-2 choices are formally contingent on the public score, their equilibrium levels
depend on q1 rather than on the realization of m1.

Delayed public release is natural for time-sensitive forecasts and scores: a forecast can be
sold before a deadline and archived afterward. It also makes leakage after the current decision
harmless. Appendix C studies the alternative in which only first-period buyers observe the first
score and shows that the pricing and quality objective are unchanged.

The one-output restriction is institutional rather than semantic. A platform accepts one
standardized score for each live decision. Producing a verified decoder requires benchmark
outputs, labeled outcomes, and user attention beyond that commercial score. We summarize
those resources by the audit cost in Section 6.2. If the firm instead knew b and could costlessly
send unrestricted supplementary messages, a fully revealing disclosure equilibrium could eliminate
source learning; that setting is outside the model.
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3 Accuracy and source learning
The score in (2.6) is an invertible transformation of

yt := 1 + qt

qt
mt = θt + εt + b

qt
. (3.1)

Customers know the posterior distribution of b but not its realization. A score is therefore a
signal of the current state contaminated by both evidence noise and calibration uncertainty.

Lemma 1 (Accuracy–interpretability trade-off). Suppose the public’s precision about b before a
score is x > 0. The score’s unit-stakes value is

V (x, q) = q2x

1 + qx + q2x
. (3.2)

It is strictly increasing in evidence precision and source familiarity:

Vq(x, q) = xq(2 + xq)
[1 + xq(1 + q)]2 > 0, Vx(x, q) = q2

[1 + xq(1 + q)]2 > 0. (3.3)

After the public observes a score but receives no additional information about its state, precision
about the source’s calibration rises from x to

x + λ(q), λ(q) = 1
q(1 + q) , λ′(q) < 0. (3.4)

Thus more evidence makes the current score more valuable but produces less learning about the
source.

The proof is in Appendix A.1. The key observation is that (1 + q)m = b + qθ + qε. When the
state is not separately observed, the noise around b has variance q2 + q. A high-q score closely
follows its evidence and contains relatively little of the engine’s calibration. A low-q score is less
accurate about the current state but better training data for interpreting the engine.

This terminology is relative. A low-evidence score is “opinion intensive” because the fixed
calibration receives greater weight, not because the firm distorts or fabricates a report. Customers
understand the production rule and optimally discount calibration uncertainty in their current
action.

Observable state feedback changes the magnitude but not the sign. If an independent signal
of the first state with precision ρ becomes public before date 2, the calibration increment is

λ(q; ρ) = 1 + ρ

q(1 + ρ + q) , (3.5)

which remains decreasing in q. Full revelation of the first state is the limit and gives 1/q.
Appendix D supplies the derivation.

For a first-period choice q1 and a second-period precision q2, define

v(q1) = V (η, q1), h(q1, q2) = V (η + λ(q1), q2). (3.6)

Lemma 1 implies
hq1(q1, q2) = Vx(η + λ(q1), q2)λ′(q1) < 0. (3.7)

More initial evidence raises v and lowers the public’s value of a fixed future forecast.
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4 Pricing a perishable forecast
At a date when the score’s unit-stakes value is z > 0, type γ buys at price p if and only if
γ ≥ p/z. Writing c = p/z, revenue is

pS(p/z) = zcS(c). (4.1)

The unique optimal cutoff is therefore the static cutoff c∗ defined in (2.3).

Lemma 2 (Pricing with delayed public release). For any quality choices (q1, q2), the unique
equilibrium allocation outside customer indifference uses cutoff c∗ at both dates. Prices and
discounted revenue before production costs are

p1(q1) = c∗V (η, q1), (4.2)
p2(q1, q2) = c∗V (η + λ(q1), q2), (4.3)
R(q1, q2) = M [V (η, q1) + βV (η + λ(q1), q2)] . (4.4)

The first-period price is the static monopoly price for the current product. The firm does not
expand initial demand to create the public decoder.

The first score is released only after its current decision value has expired. Consequently,
buying it gives no exclusive continuation benefit: all prospective customers see the same public
history before the second sale. This is why forward- looking behavior creates no introductory
subsidy. The initial audience is constant even though the first score changes the value and price
of the future product.

The result is also robust to private source learning. Appendix C allows only first-period buyers
to observe the score. It proves, for the same arbitrary F , that the learning rent capitalized in the
first price plus second-period revenue is bounded by the static revenue coefficient. The optimal
cutoff remains c∗ at both dates and revenue remains (4.4). This stronger result distinguishes the
mechanism from a trial strategy even when interpretive capital is customer specific.

Let
A :=

∫ γ̄

c∗
γ dF (γ). (4.5)

The gross value generated for equilibrium buyers by a unit-value score is A, while revenue is M .
Because inframarginal buyers receive positive surplus, A > M for a nondegenerate subscriber
set. Under uniform stakes, A = 3/8 and consumer surplus per unit of information value is
A − M = 1/8.

5 Endogenous evidence sequencing
At date 2, when the public’s calibration precision is x, optimized continuation profit is

W(x) = max
{

0, max
q2∈Q

[MV (x, q2) − C(q2)]
}

. (5.1)

The outside option permits market shutdown. Since Vx > 0, W is weakly increasing and is
strictly increasing wherever an active product is optimal.

The date-1 evidence problem is

max
q1∈Q

{MV (η, q1) − C(q1) + βW(η + λ(q1))} . (5.2)

Let qM be the unique maximizer of the myopic objective MV (η, q) − C(q).
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Proposition 1 (Patience lowers initial evidence). The greatest and least maximizers of (5.2)
are nonincreasing in β. Every dynamic optimum is weakly below qM . If qM is interior, C
is differentiable at qM , and the second-period product is uniquely active in a neighborhood of
η + λ(qM ), then every dynamic optimum is strictly below qM for β > 0.

The continuation term is decreasing in q1: weaker first-period evidence makes the source
easier to interpret. The objective therefore has decreasing differences in initial evidence and
provider patience. The strict statement uses the regularity needed for an envelope derivative;
continuity alone yields only the weak result.

Proposition 1 compares the first choice with a myopic benchmark. We next compare the two
endogenous choices. Direct differentiation gives

Vqx(x, q) = 2q(1 − xq2)
[1 + xq(1 + q)]3 . (5.3)

Familiarity and evidence are complements when xq2 < 1.

Proposition 2 (Continuous low-then-high evidence). Suppose the same compact set Q = [q, q]
and cost C apply at both dates, the active static evidence optimizer qM (x) is unique for each
relevant x, and [

η + λ(q)
]
q,2 < 1. (5.4)

Under the strict conditions of Proposition 1, every dynamic solution satisfies

q1 < qM (η) ≤ qM (η + λ(q1)) = q2. (5.5)

Thus the source endogenously uses less evidence in its first forecast than in its second.

Condition (5.4) is sufficient, not necessary. It ensures increasing differences over the entire
relevant rectangle, so familiarity raises the static evidence choice. Without a restriction of this
kind, an unconditional sequencing claim is false because (5.3) can change sign.

5.1 Two standardized formats

The binary version gives a sharper and more readily interpretable result. Suppose the same
menu Q = {qL, qH} is available at both dates, where qH > qL, and define

∆V = V (η, qH) − V (η, qL) > 0, (5.6)
∆C = C(qH) − C(qL) ≥ 0, (5.7)
∆H = V (η + λ(qL), qH) − V (η + λ(qH), qH) > 0. (5.8)

For later familiarity precision x, write D(x) = V (x, qH) − V (x, qL). One can verify that

sign D′(x) = sign(1 − xqLqH). (5.9)

Corollary 1 (Endogenous opinions before evidence). Suppose

η + λ(qL) <
1

qLqH
, ∆V >

∆C

M
, (5.10)

and
0 < ∆V − ∆C

M
< ∆H. (5.11)

Then q2 = qH after either first-period format. The provider selects q1 = qL if and only if

β ≥ βP := ∆V − ∆C/M

∆H
. (5.12)

For β > βP , the endogenous sequence is q1 = qL < qH = q2. At the switch, the initial price falls,
the second price rises, and the subscriber share remains S(c∗) at both dates.
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The first condition in (5.10) makes the high format’s static advantage increasing over all
familiarity levels induced by either first format. Since high evidence is already statically optimal
at the initial precision, it is optimal in period 2 after either history. The provider nevertheless
chooses low evidence first when the value of producing a better decoder outweighs the current
accuracy loss net of the cost saving.

5.2 Numerical illustration

Let F be uniform on [0, 1] and set

η = 0.1, qL = 0.5, qH = 1, ∆C = 0.008. (5.13)

Then c∗ = 1/2, M = 1/4, and A = 3/8. Table 1 reports the main objects.

Table 1: Low- and high-evidence first forecasts
Low evidence qL High evidence qH Relevant difference

Current value V (η, q) 0.02326 0.08333 ∆V = 0.06008
Calibration learning λ(q) 1.33333 0.50000 —
Future value with q2 = qH 0.37069 0.27273 ∆H = 0.09796
Initial price p1 0.01163 0.04167 —
Second price p2 0.18534 0.13636 —
Notes: Values use (3.2) and (3.4); prices use c∗ = 1/2. The second-period product is chosen endogenously.

The second-period high-minus-low value gain is 0.19800 following qL and 0.16928 following
qH . Both exceed ∆C/M = 0.032, so high evidence is endogenously selected at date 2 after either
first format. The private threshold is

βP = 0.28662. (5.14)

At β = 0.34, for example, the provider chooses q1 = 0.5 and q2 = 1. The sequence is driven by
source learning rather than an assumed difference in technologies across dates.

6 Welfare, standards, and calibration audits

6.1 A constrained evidentiary-input standard

We first consider a planner who can require one of the two evidence formats but leaves monopoly
pricing and access in place. This second-best exercise isolates the product- quality margin.
Prices are transfers, while production costs are real. Because the equilibrium subscriber set
has gross-value coefficient A from (4.5), and because q2 = qH after either first format under
Corollary 1, the terms relevant to the first-period comparison are

W (q1; β) = A [V (η, q1) + βV (η + λ(q1), qH)] − C(q1). (6.1)

The common second-period production cost is omitted from (6.1).

Proposition 3 (When an evidence standard helps). Suppose the private threshold in (5.12) and

βS := ∆V − ∆C/A

∆H
(6.2)

both lie in (0, 1). The constrained planner selects qL if and only if β ≥ βS. If ∆C > 0, then

βP < βS . (6.3)

Consequently, a standard requiring qH raises constrained welfare for β ∈ (βP , βS) and lowers it
for β > βS. If ∆C = 0, the private and constrained-social thresholds coincide.
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The provider weights a unit of information value by the monopoly-revenue coefficient M .
The constrained planner weights it by aggregate customer stakes A > M . Both value the future
interpretability created by low evidence, but the provider undercaptures the current return to
costly evidence and therefore switches to low-evidence onboarding sooner.

The policy instrument is an input rule, not an administrative judgment about whether a
forecast is correct. Examples include a minimum sample size, validation protocol, research-input
requirement, or forecast-resolution standard. Its feasibility depends on the same auditability of q
used by customers. The proposition is not a general argument for regulating opinions or speech.

In the numerical example,
βS = 0.39550. (6.4)

Thus β = 0.34 lies in the policy region: the firm chooses low evidence first, whereas the
constrained planner selects high evidence. Above 0.39550, low-evidence onboarding is also
constrained efficient because its interpretive return dominates the current loss.

The conclusion survives a planner who also controls access. Let

B :=
∫ γ̄

0
γ dF (γ) (6.5)

be total stakes under universal access. The corresponding format threshold is

βF A = ∆V − ∆C/B

∆H
. (6.6)

Since B > A > M , one has βP < βS < βF A whenever the thresholds are interior and ∆C > 0.
For uniform stakes, B = 1/2 and the numerical full-access threshold is 0.44994. Monopoly
therefore moves to low evidence too early even relative to a planner who removes the access
distortion.

6.2 A costly calibration audit

An evidence standard constrains the source’s input but leaves customers uncertain about its
calibration. Consider instead an external audit undertaken before date 1. The auditor uses
benchmark cases or privileged forecast–outcome data to reveal b publicly at real cost K ≥ 0,
paid by the provider. This perfect audit is the transparent limit of a noisy certificate z = b + u.

With known b, customers can remove the calibration component from (2.6). A precision-q
score is equivalent to the raw evidence and has unit-stakes value

V̂ (q) = q

1 + q
. (6.7)

The first score no longer creates a decoder, so the audited provider chooses high evidence in the
binary menu whenever

M
[
V̂ (qH) − V̂ (qL)

]
≥ ∆C. (6.8)

At equality qH is an optimum; strict inequality gives strict choice.
Suppose the unaudited provider selects qL while the audited provider selects qH , and second-

period evidence is qH in both regimes. Define the total information-value gain

Z := V̂ (qH) − V (η, qL) + β
[
V̂ (qH) − V (η + λ(qL), qH)

]
> 0. (6.9)

The provider’s optimized gross gain from adoption is MZ − ∆C, whereas the constrained social
gain before audit cost is AZ − ∆C.
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Proposition 4 (Private underadoption of calibration). Under (6.8), the provider adopts the
perfect calibration audit if and only if

K ≤ KP := MZ − ∆C. (6.10)

Constrained-social adoption is desirable if and only if

K ≤ KS := AZ − ∆C. (6.11)

Whenever Z > 0 and customers earn positive surplus,

KS − KP = (A − M)Z > 0. (6.12)

Thus calibration is voluntary for K < KP , socially valuable but privately unprofitable for
K ∈ (KP , KS), and undesirable for K > KS, with indifference at the boundaries.

The audit supplies the missing decoder directly. It improves every score at a fixed evidence
input and removes the reason to sacrifice current evidence to teach source calibration. But the
provider captures only M per unit of value, while its customers receive gross value A. This
standard monopoly wedge produces underadoption. A subsidy or platform requirement has a
role in the intermediate region even though the provider itself benefits from being understood.

The audit also clarifies why the baseline does not unravel through cheap self- disclosure.
The firm’s forecasting engine has a latent behavioral fixed effect rather than a scalar known to
management. Producing a credible decoder requires statistically informative benchmark outputs
and external verification. The cost K represents those resources. If K = 0 and (6.8) holds, the
provider adopts, exactly as the disclosure objection predicts.

For the numerical example at β = 0.34,

Z = 0.52071, KP = 0.12218, KS = 0.18727. (6.13)

The interval (0.12218, 0.18727) is the calibration-underadoption region.
A noisy audit with precision κ raises the public’s initial calibration precision from η to

η + κ. At any fixed quality sequence it raises both current and future information values, and
the perfect audit is the limit κ → ∞. The effect of κ on the chosen evidence intensity is not
globally monotone because the cross-partial in (5.3) can change sign. The binary conditions
above provide a transparent region in which a sufficiently precise audit induces qH .

7 Predictions, scope, and conclusion
The model yields three mechanism-specific predictions. First, an unfamiliar source should use
less evidence in its initial standardized output when the expected customer relationship is longer
or its calibration is more persistent. The effect should fade as the source accumulates a public
record. Second, low-evidence onboarding lowers the first price but raises the value and price
of a fixed high-evidence second forecast, without changing the initial subscriber share. Third,
an external calibration profile should shift the source toward higher evidence and reduce the
valuation gap between new and familiar sources.

The most direct empirical test concerns interpretation rather than prices. Subjects could be
randomly exposed to a low- or high-evidence first score generated by the same stable source
and then asked to use a common later score. The mechanism predicts that the low-evidence
exposure improves later decoding more, especially when source calibration persists. Providing an
independent calibration map should eliminate this advantage. The interaction between first-score
evidence and calibration treatment is more diagnostic than an introductory discount, which
many conventional lifecycle models can generate.

10



The institutional restrictions are deliberate. The paper applies to standardized forecasts,
ratings, analyst scores, and proprietary expert services in which evidence inputs can be audited
and one committed output is the contracted product. It does not apply when a strategic source
knows a scalar bias, freely chooses its message after seeing evidence, or can costlessly publish
raw inputs and an independently credible decoder. In those settings disclosure, persuasion, or
signaling must be modeled directly and can eliminate the one-dimensional trade-off.

The public-history benchmark also marks a distinction from switching-cost models. Every
prospective customer receives the same delayed archive, so the source’s interpretive capital
is public rather than privately installed. Appendix C shows that private subscriber learning
produces the same quality objective, but the main result does not depend on customer captivity.

Perfect persistence is a polar case. Appendix E lets the second calibration satisfy b2 = ρb1 +ν.
Low first-period evidence still improves the future decoder whenever ρ ≠ 0, and the force vanishes
continuously as ρ → 0. More than two dates would make public calibration precision a state
variable and generate a dynamic allocation between current evidence and the production of a
source record. The two-date model isolates the first instance of that allocation.

The central conclusion is not that opinion is accurate or that evidence standards are generally
undesirable. It is that a standardized forecast can produce two forms of information at once:
information about a current state and information about the source that generated it. A provider
choosing evidence internalizes both products. Low evidence can therefore be an investment
in future interpretability even when outputs are mechanically generated and customers are
fully Bayesian. Calibration policy is most useful when it supplies that interpretability without
requiring the provider to sacrifice current evidence.

A Proofs for Sections 3–5

A.1 Proof of Lemma 1

Given a public belief b ∼ N(µ, x−1), subtracting the known mean from (3.1) gives a signal of θ
whose noise variance is

1
q

+ 1
q2x

. (A.1)

Its effective precision is therefore

r(x, q) = q2x

1 + qx
. (A.2)

Since the prior variance of θ is one, observing a Gaussian signal with precision r reduces posterior
variance by r/(1 + r). Substitution of (A.2) gives (3.2). Direct differentiation gives (3.3).

To learn the calibration, rescale the observed score as

(1 + q)m = b + qθ + qε. (A.3)

Conditional on b, the last two terms are independent Gaussian noise with variance q2 +q. Normal
conjugacy therefore raises the precision about b by 1/(q2 + q) = λ(q). Finally,

λ′(q) = − 1 + 2q

q2(1 + q)2 < 0. (A.4)

This proves the lemma.

A.2 Proof of Lemma 2

At either date, a type-γ customer buys a unit-value-z product at price p if γz ≥ p. Parameterizing
the price as p = cz, the firm’s revenue is zcS(c). By the definition and uniqueness of c∗, the
optimal cutoff is c∗, the price is c∗z, and revenue is Mz.
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Delayed release makes the date-2 information set independent of the date-1 purchase decision.
The two relevant unit values are consequently V (η, q1) and V (η + λ(q1), q2). Applying the static
calculation at each date and discounting the latter revenue by β yields (4.2)–(4.4).

A.3 Proof of Proposition 1

Write
G(q) = MV (η, q) − C(q), J(q) = W(η + λ(q)). (A.5)

The value function W is weakly increasing because Vx > 0, while λ is strictly decreasing. Hence
J is weakly decreasing and G(q) + βJ(q) has decreasing differences in (q, β). The monotone
maximum theorem implies that the greatest and least optimal selections are nonincreasing in β.

If q > qM , uniqueness of qM gives G(q) < G(qM ), and monotonicity of J gives J(q) ≤ J(qM ).
Thus no q > qM can solve the dynamic problem. For the strict claim, let q∗

2(x) denote the unique
active continuation choice near x = η + λ(qM ). The envelope theorem gives

J ′(qM ) = MVx

(
η + λ(qM ), q∗

2

)
λ′(qM ) < 0. (A.6)

Because the interior myopic optimum satisfies G′(qM ) = 0, the derivative of the dynamic
objective at qM equals βJ ′(qM ) < 0 for β > 0. Therefore qM is not dynamically optimal. Since
every dynamic optimum is weakly below it, every such optimum is strictly below it.

A.4 Proof of Proposition 2

Differentiating (3.3) yields (5.3). Condition (5.4) makes this cross-partial positive for every
(x, q) in the relevant rectangle. The static objective MV (x, q) − C(q) therefore has increasing
differences in familiarity x and evidence q. Its unique optimizer qM (x) is nondecreasing in x.

By Proposition 1, q1 < qM (η). The first public score raises calibration precision to x1 =
η + λ(q1) > η. Hence

q1 < qM (η) ≤ qM (x1) = q2, (A.7)

which proves the result.

A.5 Proof of Corollary 1

Because
Vx(x, q) = q2

[1 + xq(1 + q)]2 , (A.8)

the sign of D′(x) is the sign of

qH [1 + xqL(1 + qL)] − qL[1 + xqH(1 + qH)]
= (qH − qL)(1 − xqLqH). (A.9)

This proves (5.9). The largest familiarity level induced by either initial format is η + λ(qL). The
first inequality in (5.10) therefore makes D strictly increasing over all induced second-period
beliefs. The second inequality says that qH is already the strict static choice at x = η. It follows
that qH is the strict date-2 choice after either initial format.

With q2 = qH fixed at date 2, discounted profit under a low rather than a high initial format
changes by

−M∆V + ∆C + βM∆H. (A.10)

This expression is weakly positive exactly when β ≥ βP . Condition (5.11) places the threshold
strictly between zero and one. Prices follow from Lemma 2, and both dates use cutoff c∗.
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B Welfare and calibration proofs

B.1 Proof of Proposition 3

Under constrained monopoly access, a unit increase in information value generates gross customer
value A. Relative to the high first-period format, the low format changes constrained welfare by

−A∆V + ∆C + βA∆H. (B.1)

It is weakly positive exactly when β ≥ βS . Since A > M and ∆C > 0,

βS − βP = ∆C

∆H

( 1
M

− 1
A

)
> 0. (B.2)

If ∆C = 0, the gap is zero. Comparing the private and constrained-social choices on either side
of the two thresholds gives the standard’s welfare effect.

For completeness, with universal access the value coefficient is B rather than A. Substituting
B for A in (B.1) gives (6.6); B > A > M gives the stated ordering whenever the thresholds are
interior.

B.2 Proof of Proposition 4

When b is known, subtracting b/(1 + q) from the score and rescaling leaves the raw signal
s = θ + ε. Its reduction in posterior variance is q/(1 + q) = V̂ (q). Condition (6.8) therefore
makes qH optimal in the audited regime.

Relative to the specified unaudited allocation, auditing raises the two-period sum of unit-stakes
information values by Z, raises first-period production cost by ∆C, and costs K. Subscription
revenue rises by MZ, so private adoption is equivalent to MZ − ∆C − K ≥ 0. Gross value
to the constrained subscriber set rises by AZ, so constrained-social adoption is equivalent to
AZ − ∆C − K ≥ 0. These inequalities give (6.10) and (6.11); their difference is (6.12).

C Private subscriber histories and forward-looking demand
The public-release timing keeps the main text transparent. We now suppose instead that only
date-1 buyers observe the first score. Let their date-2 unit-stakes value be

H = V (η + λ(q1), q2), L = V (η, q2), H > L, (C.1)

while date-1 unit value is v = V (η, q1). The firm cannot condition its second price on customer
identity. Customers discount date 2 by δ and the firm by β; assume 0 ≤ δ ≤ β. The equality
δ = β is the common-discount case.

Proposition 5 (No penetration pricing with private learning). For any continuous stakes
distribution F , any fixed (v, H, L) with H > L, and δ ≤ β, total discounted revenue is bounded
above by

M(v + βH). (C.2)

The bound is attained by the static date-1 cutoff c∗, price p1 = vc∗, and date-2 price p2 = Hc∗.
Thus only date-1 buyers renew, the date-2 cutoff among them is c∗, and the provider’s quality
objective is the same as (4.4).

Proof. Fix an initial cutoff c and a second-period price p. The marginal initial buyer’s continua-
tion advantage from becoming familiar is

∆(c, p) = [cH − p]+ − [cL − p]+. (C.3)
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Single crossing implies that the largest first price consistent with cutoff c is p1 = cv + δ∆(c, p).
Current revenue is at most vM . Because ∆(c, p) ≥ 0 and δ ≤ β, it remains to show that the
capitalized familiarity rent plus second-period revenue, both weighted by β, is at most βHM .

There are three cases. If p ≤ Lc, experienced customers all renew and the combined
second-date expression before discounting is

c(H − L)S(c) + pS(p/L)le(H − L)M + LM = HM. (C.4)

If Lc ≤ p ≤ Hc, only experienced customers buy and the corresponding expression is

(cH − p)S(c) + pS(c) = HcS(c) ≤ HM. (C.5)

If p ≥ Hc, the marginal initial buyer earns no continuation rent and revenue is

pS(p/H) ≤ HM. (C.6)

Adding the current bound proves (C.2).
Set c = c∗ and p = Hc∗. Then the marginal buyer has zero continuation rent, p1 = vc∗,

current revenue is vM , and renewal revenue is HM . The bound is attained.

This result does not say that learning-based penetration pricing is generally impossible. It
uses a stable one-dimensional stakes type, a uniform second price, and a continuation product
whose only heterogeneity is the familiar–unfamiliar value gap. It shows that within the present
institution, private interpretive capital does not by itself overturn the static cutoff.

D State feedback
Suppose that after the first decision an independent public signal

r = θ + u, u ∼ N(0, ρ−1), (D.1)

arrives, where ρ ≥ 0. Conditional on r, the residual variance of θ is 1/(1 + ρ). In the calibration
signal (A.3), the noise around b consequently has conditional variance

q + q2

1 + ρ
= q(1 + ρ + q)

1 + ρ
. (D.2)

Its inverse is (3.5). Differentiation gives

∂λ(q; ρ)
∂q

= −(1 + ρ)(1 + ρ + 2q)
q2(1 + ρ + q)2 < 0. (D.3)

When ρ = 0, the baseline increment 1/[q(1 + q)] obtains. As ρ → ∞, the state is effectively
revealed and the increment converges to 1/q. Feedback strengthens calibration learning but does
not reverse the accuracy–interpretability trade-off.

E Imperfect persistence
Let the second-period calibration evolve according to

b2 = ϱb1 + ν, ν ∼ N(0, σ2
ν), (E.1)

with ν independent of first-period variables and σ2
ν > 0. After a first score of evidence precision

q1, the posterior precision about b1 is η + λ(q1). The induced precision about b2 is

x2(q1) =
[

ϱ2

η + λ(q1) + σ2
ν

]−1

. (E.2)
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For ϱ ̸= 0, x2(q1) is strictly decreasing in q1: lower initial evidence teaches more about b1
and therefore about b2. Future information value becomes V (x2(q1), q2) and remains strictly
decreasing in q1. If ϱ = 0, the two calibrations are independent, x2 = σ−2

ν , and the dynamic
learning motive vanishes. With positive innovation variance, the force converges continuously to
zero as ϱ → 0.

F Numerical verification
For the parameters in (5.13), the exact calculations are

V (0.1, 0.5) = 0.0232558, V (0.1, 1) = 0.0833333,

V (0.1 + λ(0.5), 1) = 0.3706897, V (0.1 + λ(1), 1) = 0.2727273. (F.1)

The high-minus-low date-2 value gains are 0.197999 following qL and 0.169278 following qH ,
both above ∆C/M = 0.032. The resulting thresholds are

βP = 0.28662, βS = 0.39550, βF A = 0.44994. (F.2)

At β = 0.34, V̂ (1) = 1/2 and

Z = 0.52071, MZ − ∆C = 0.12218, AZ − ∆C = 0.18727. (F.3)
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